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    Once

Once is an Ecto type for locally unique (unique within your domain or application) 64-bit IDs generated by multiple Elixir nodes. Locally unique IDs make it easier to keep things separated, simplify caching and simplify inserting related things (because you don't have to wait for the database to return the ID).
Because a Once fits into an SQL bigint, they use little space and keep indexes small and fast. Because of their structure they have counter-like data locality, which helps your indexes perform well, unlike UUIDv4s.
Once IDs are based on counter, time-sortable or encrypted nonces. These underlying values can then be encoded in several formats, can be prefixed and can be masked. And you can combine all of these options, providing great flexibility.
The library has only Ecto and its sibling NoNoncense as dependencies. NoNoncense generates the actual values and performs incredibly well, hitting rates of tens of millions of nonces per second, and it also helps you to safeguard the uniqueness guarantees.
Read the migration guide
If you're upgrading from v0.x.x and you use encrypted IDs, please read the Migration Guide carefully - there are breaking changes that require attention to preserve uniqueness guarantees.
Features
ID Generation Types
Once supports three types of ID generation:
	Counter (default): Really fast to generate, predictable, works well with b-tree indexes
	Sortable: Time-sortable like a Snowflake ID
	Encrypted: Unique and unpredictable, like a UUIDv4 but shorter

Flexible Formats
IDs can be represented in multiple formats, both in your Elixir application (:ex_format) and in your database (:db_format). By default, IDs are url64-encoded 11-character strings in Elixir and signed bigints in the database. You can choose from :url64, :hex, :hex32, :raw, :signed, or :unsigned formats and use to_format/3 to transform between them.
Prefixed IDs
Add Stripe-style prefixes to IDs (e.g., "usr_AV7m9gAAAAU") for better debugging, API clarity and type safety. Prefixes can exist only in Elixir or be persisted to the database.
Masked IDs
Masked IDs provide a middle ground between plaintext and encrypted IDs. They're stored as plaintext in the database (preserving performance) but encrypted when retrieved by the Ecto type, so your application only sees encrypted values.
Installation
The package is hosted on hex.pm and can be installed by adding :once to your list of dependencies in mix.exs:
def deps do
  [
    {:once, "~> 1.3.1"}
  ]
end
Docs
Documentation can be found on hexdocs.pm.
Testing
	mix test runs the full suite (including PostgreSQL and MySQL integration tests).
	mix test.unit runs only unit tests and does not require a running database.

Usage
To get going, you need to set up a NoNoncense instance to generate the base unique values. Follow its documentation to do so. Once expects an instance with its own module name by default, like so:
# application.ex (read the NoNoncense docs!)
machine_id = NoNoncense.MachineId.id!(opts)
NoNoncense.init(name: Once, machine_id: machine_id)

# if you want to use encrypted/masked IDs, also pass a 256-bits key
NoNoncense.init(name: Once, machine_id: machine_id, base_key: System.get_env("ONCE_SECRET_KEY"))
In your Ecto schemas, you can then use the type:
schema "things" do
  field :id, Once, autogenerate: true
end
And that's it! Be sure to look at hexdocs.pm for options and additional info.
Compatibility
Elixir 1.18+ and OTP 27+ are fully supported and tested in CI.
Elixir 1.16–1.17 (with OTP 26+) are supported on a best-effort basis and tested in CI. Issues will be considered but may not be fixed if they require significant workarounds.
Older versions are not supported.


  

    LICENSE

                             Apache License
                       Version 2.0, January 2004
                    http://www.apache.org/licenses/
   TERMS AND CONDITIONS FOR USE, REPRODUCTION, AND DISTRIBUTION
	Definitions.
"License" shall mean the terms and conditions for use, reproduction,
and distribution as defined by Sections 1 through 9 of this document.
"Licensor" shall mean the copyright owner or entity authorized by
the copyright owner that is granting the License.
"Legal Entity" shall mean the union of the acting entity and all
other entities that control, are controlled by, or are under common
control with that entity. For the purposes of this definition,
"control" means (i) the power, direct or indirect, to cause the
direction or management of such entity, whether by contract or
otherwise, or (ii) ownership of fifty percent (50%) or more of the
outstanding shares, or (iii) beneficial ownership of such entity.
"You" (or "Your") shall mean an individual or Legal Entity
exercising permissions granted by this License.
"Source" form shall mean the preferred form for making modifications,
including but not limited to software source code, documentation
source, and configuration files.
"Object" form shall mean any form resulting from mechanical
transformation or translation of a Source form, including but
not limited to compiled object code, generated documentation,
and conversions to other media types.
"Work" shall mean the work of authorship, whether in Source or
Object form, made available under the License, as indicated by a
copyright notice that is included in or attached to the work
(an example is provided in the Appendix below).
"Derivative Works" shall mean any work, whether in Source or Object
form, that is based on (or derived from) the Work and for which the
editorial revisions, annotations, elaborations, or other modifications
represent, as a whole, an original work of authorship. For the purposes
of this License, Derivative Works shall not include works that remain
separable from, or merely link (or bind by name) to the interfaces of,
the Work and Derivative Works thereof.
"Contribution" shall mean any work of authorship, including
the original version of the Work and any modifications or additions
to that Work or Derivative Works thereof, that is intentionally
submitted to Licensor for inclusion in the Work by the copyright owner
or by an individual or Legal Entity authorized to submit on behalf of
the copyright owner. For the purposes of this definition, "submitted"
means any form of electronic, verbal, or written communication sent
to the Licensor or its representatives, including but not limited to
communication on electronic mailing lists, source code control systems,
and issue tracking systems that are managed by, or on behalf of, the
Licensor for the purpose of discussing and improving the Work, but
excluding communication that is conspicuously marked or otherwise
designated in writing by the copyright owner as "Not a Contribution."
"Contributor" shall mean Licensor and any individual or Legal Entity
on behalf of whom a Contribution has been received by Licensor and
subsequently incorporated within the Work.

	Grant of Copyright License. Subject to the terms and conditions of
this License, each Contributor hereby grants to You a perpetual,
worldwide, non-exclusive, no-charge, royalty-free, irrevocable
copyright license to reproduce, prepare Derivative Works of,
publicly display, publicly perform, sublicense, and distribute the
Work and such Derivative Works in Source or Object form.

	Grant of Patent License. Subject to the terms and conditions of
this License, each Contributor hereby grants to You a perpetual,
worldwide, non-exclusive, no-charge, royalty-free, irrevocable
(except as stated in this section) patent license to make, have made,
use, offer to sell, sell, import, and otherwise transfer the Work,
where such license applies only to those patent claims licensable
by such Contributor that are necessarily infringed by their
Contribution(s) alone or by combination of their Contribution(s)
with the Work to which such Contribution(s) was submitted. If You
institute patent litigation against any entity (including a
cross-claim or counterclaim in a lawsuit) alleging that the Work
or a Contribution incorporated within the Work constitutes direct
or contributory patent infringement, then any patent licenses
granted to You under this License for that Work shall terminate
as of the date such litigation is filed.

	Redistribution. You may reproduce and distribute copies of the
Work or Derivative Works thereof in any medium, with or without
modifications, and in Source or Object form, provided that You
meet the following conditions:
(a) You must give any other recipients of the Work or
Derivative Works a copy of this License; and
(b) You must cause any modified files to carry prominent notices
stating that You changed the files; and
(c) You must retain, in the Source form of any Derivative Works
that You distribute, all copyright, patent, trademark, and
attribution notices from the Source form of the Work,
excluding those notices that do not pertain to any part of
the Derivative Works; and
(d) If the Work includes a "NOTICE" text file as part of its
distribution, then any Derivative Works that You distribute must
include a readable copy of the attribution notices contained
within such NOTICE file, excluding those notices that do not
pertain to any part of the Derivative Works, in at least one
of the following places: within a NOTICE text file distributed
as part of the Derivative Works; within the Source form or
documentation, if provided along with the Derivative Works; or,
within a display generated by the Derivative Works, if and
wherever such third-party notices normally appear. The contents
of the NOTICE file are for informational purposes only and
do not modify the License. You may add Your own attribution
notices within Derivative Works that You distribute, alongside
or as an addendum to the NOTICE text from the Work, provided
that such additional attribution notices cannot be construed
as modifying the License.
You may add Your own copyright statement to Your modifications and
may provide additional or different license terms and conditions
for use, reproduction, or distribution of Your modifications, or
for any such Derivative Works as a whole, provided Your use,
reproduction, and distribution of the Work otherwise complies with
the conditions stated in this License.

	Submission of Contributions. Unless You explicitly state otherwise,
any Contribution intentionally submitted for inclusion in the Work
by You to the Licensor shall be under the terms and conditions of
this License, without any additional terms or conditions.
Notwithstanding the above, nothing herein shall supersede or modify
the terms of any separate license agreement you may have executed
with Licensor regarding such Contributions.

	Trademarks. This License does not grant permission to use the trade
names, trademarks, service marks, or product names of the Licensor,
except as required for reasonable and customary use in describing the
origin of the Work and reproducing the content of the NOTICE file.

	Disclaimer of Warranty. Unless required by applicable law or
agreed to in writing, Licensor provides the Work (and each
Contributor provides its Contributions) on an "AS IS" BASIS,
WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
implied, including, without limitation, any warranties or conditions
of TITLE, NON-INFRINGEMENT, MERCHANTABILITY, or FITNESS FOR A
PARTICULAR PURPOSE. You are solely responsible for determining the
appropriateness of using or redistributing the Work and assume any
risks associated with Your exercise of permissions under this License.

	Limitation of Liability. In no event and under no legal theory,
whether in tort (including negligence), contract, or otherwise,
unless required by applicable law (such as deliberate and grossly
negligent acts) or agreed to in writing, shall any Contributor be
liable to You for damages, including any direct, indirect, special,
incidental, or consequential damages of any character arising as a
result of this License or out of the use or inability to use the
Work (including but not limited to damages for loss of goodwill,
work stoppage, computer failure or malfunction, or any and all
other commercial damages or losses), even if such Contributor
has been advised of the possibility of such damages.

	Accepting Warranty or Additional Liability. While redistributing
the Work or Derivative Works thereof, You may choose to offer,
and charge a fee for, acceptance of support, warranty, indemnity,
or other liability obligations and/or rights consistent with this
License. However, in accepting such obligations, You may act only
on Your own behalf and on Your sole responsibility, not on behalf
of any other Contributor, and only if You agree to indemnify,
defend, and hold each Contributor harmless for any liability
incurred by, or claims asserted against, such Contributor by reason
of your accepting any such warranty or additional liability.


   END OF TERMS AND CONDITIONS


  

    Changelog

All notable changes to this project will be documented in this file.
[1.3.1]
	Update hex description to advertise features better

[1.3.0]
	Formulate an explicit support policy.
	Support Elixir 1.20 and Erlang/OTP 29.

[1.2.2] (and [1.2.1])
Non-functional changes only.
	Add Ecto Schema Integration section to docs.
	Add mix test.unit to run base tests without a database.
	Minor code readability improvements.

[1.2.0]
	Improve init opts verification:	:mask and :persist_prefix must be booleans
	:persist_prefix requires :prefix



[1.1.0]
	Add support for masked IDs using option mask: true.
	Merge Once.Prefixed into Once and soft-deprecate it. Once itself is a drop-in replacement.

[1.0.0] - 2025-12-31
	Upgrade to NoNoncense >= 1.0, which has breaking changes. Be sure to read its migration guide.	Hard deprecate options :encrypt? and :get_key (the NoNoncense encryption key is now passed to its init/1 function)


	Add Once.Prefixed type for Stripe-style prefixed IDs (e.g., "usr_AV7m9gAAAAU"), with optional :persist_prefix to store prefix in database or strip it on storage
	Add support for base32hex encoding as format :hex32
	Require Elixir 1.16

[0.1.0] - 2025-12-09
	Use Elixir 1.19 features when possible (Base.valid64?/2)
	Improve Once.to_format/2 and Once.to_format!/2 by adding a third opts param. Add option :parse_int to parse numeric strings to ints ("123" -> 123).
	Clarify docs on sorting order

[0.0.8] - 2025-09-04
	Lowercase hex encoding

[0.0.7] - 2025-01-17
	Re-arrange readme

[0.0.6] - 2025-01-16
	Add numeric strings parsing when :ex_format is integer

[0.0.5] - 2025-01-15
	Rename :type to :nonce_type to avoid clashing with Ecto's :belongs_to opts
	Base type/1 output on :db_format instead of :ex_format

[0.0.4] - 2025-01-13
	Add sortable nonce support

[0.0.3] - 2025-01-08
	Change name of format :encoded to :url64, add format :hex

[0.0.2] - 2025-01-08
	Improve documentation

[0.0.1] - 2025-01-08
	Initial release



  

    Migration Guide

Upgrading to v1.0.0
Version 1.0.0 introduces breaking changes that follow from NoNoncense 1.0.0 breaking changes. Be sure to read its migration guide.
You only have to change anything if you are using encrypted IDs.
In order to migrate to NoNoncense 1.x encrypted nonces without breaking its uniqueness guarantees, you MUST NOT change your key or cipher:
	pass your existing encryption key to NoNoncense.init/1 new :key64 option
	pass :des3 to NoNoncense.init/1 new :cipher64 option

# in application.ex (probably)
NoNoncense.init(
  name: Once,
  machine_id: NoNoncense.MachineId.id!(opts),
  cipher64: :des3,
  key64: System.get_env("ONCE_KEY")
)
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Once is an Ecto type for locally unique (unique within your domain or application) 64-bit IDs generated by multiple Elixir nodes. Locally unique IDs make it easier to keep things separated, simplify caching and simplify inserting related things (because you don't have to wait for the database to return the ID).
Because a Once fits into an SQL bigint, they use little space and keep indexes small and fast. Because of their structure they have counter-like data locality, which helps your indexes perform well, unlike UUIDv4s.
Once IDs are based on counter, time-sortable or encrypted nonces. These underlying values can then be encoded in several formats, can be prefixed and can be masked. And you can combine all of these options, providing great flexibility.
The library has only Ecto and its sibling NoNoncense as dependencies. NoNoncense generates the actual values and performs incredibly well, hitting rates of tens of millions of nonces per second, and it also helps you to safeguard the uniqueness guarantees.
Read the migration guide
If you're upgrading from v0.x.x and you use encrypted IDs, please read the Migration Guide carefully - there are breaking changes that require attention to preserve uniqueness guarantees.
Quick Start
To get going, you need to set up a NoNoncense instance to generate the base unique values. Follow its documentation to do so. Once expects an instance with its own module name by default, like so:
# application.ex (read the NoNoncense docs!)
machine_id = NoNoncense.MachineId.id!(opts)
NoNoncense.init(name: Once, machine_id: machine_id)

# if you want to use encrypted/masked IDs, also pass a 256-bits key
NoNoncense.init(name: Once, machine_id: machine_id, base_key: System.get_env("ONCE_SECRET_KEY"))
In your Ecto schemas, you can then use the type:
schema "things" do
  field :id, Once, autogenerate: true
end
And that's it!
Core Concepts
ID Generation Types
Once supports three types of ID generation, controlled by the :nonce_type option:
	Counter (default): Really fast to generate, predictable, works well with b-tree indexes. IDs are generated using a machine init timestamp, machine ID and counter.
	Sortable: Time-sortable like a Snowflake ID. Use this when chronological ordering is important.
	Encrypted: Unique and unpredictable, like a UUIDv4 but shorter. Use when you need unpredictable IDs. Note that encrypted IDs cost you data locality, decrease index performance and are slightly slower to generate. Alternatively, use masked counter/sortable IDs.

Data Formats
IDs can be represented in multiple formats, both in your Elixir application (:ex_format) and in your database (:db_format). By default, IDs are url64-encoded 11-character strings in Elixir and signed bigints in the database.
These are the formats in which an ID can be rendered.
All are equivalent and can be transformed to one another using to_format/3.
The examples represent the same underlying value.
	:url64 a url64-encoded string of 11 characters, for example "zAjhfZyAAAE"
	:hex a hex-encoded string of 16 characters, for example "cc08e17d9c800001"
	:raw a binary of 8 bytes, for example <<204, 8, 225, 125, 156, 128, 0, 1>>
	:signed a signed 64-bits integer between -(2^63) and 2^63-1, for example -3744495160545771519
	:unsigned an unsigned 64-bits integer between 0 and 2^64-1, for example 14702248913163780097
	:hex32 an extended-hex string of 13 characters, for example "pg4e2vcsg0002"

With the default formats, you might see "AAAAAACYloA" in Elixir and 10_000_000 in your database. The reasoning behind these defaults is that the encoded format is readable, short, and JSON-safe by default, while the signed format means you can use a standard bigint column type (resulting in a small, fast index).
The negative integers will not cause problems with Postgres and MySQL - they both happily accept them. Negative integers will only start to appear after ~70 years of usage. However, be careful if you wish to sort by ID (see Sorting Considerations).
Prefixed IDs
You can add prefixes to IDs to make them recognizable and self-documenting. This is useful for debugging, API clarity and type safety. A prefixed ID looks like "usr_AV7m9gAAAAU" or "prod_123" - a human-readable prefix followed by the actual ID value. Use the :prefix option to specify the desired prefix.
Note that prefixed IDs are always binaries - using :unsigned or :signed as :ex_format results in numeric strings like "prod_123", not raw integers. Autogenerated IDs will include the prefix.
The prefixes can optionally be persisted to the database. This is controlled by option :persist_prefix, the default is false. If the prefix is not persisted, it only exists in Elixir and is stripped before storing an ID in the database, and re-added on load. This allows us to still use 64-bit integer columns. So in Elixir you could have "usr_AV7m9gAAAAU" while in the database you would have 98770186085072901.
With persist_prefix: true, the full prefixed string is stored. This sacrifices storage efficiency for database-level readability. Your ID would look like "usr_AV7m9gAAAAU" in both Elixir and your database. You can only use db_format: :url64, :hex, :hex32 or :raw with persist_prefix: true.
Use to_format/3 with the :prefix option to convert between formats while preserving the prefix.
Encrypted IDs
If you need unpredictable IDs, you can use encrypted nonce generation. To use encrypted IDs:
	Set option nonce_type: :encrypted
	Initialize NoNoncense with option base_key: <some 32-byte secret binary>
	(optional but recommended) Change the encryption algorithm using option :cipher64 from the default :blowfish to :speck (requires optional dependency SpeckEx).

To learn more about nonce encryption and the available ciphers, see the NoNoncense docs.
Masked IDs
Masked IDs provide a middle ground between plaintext and encrypted IDs. IDs are stored as plaintext in the database (preserving sequential writes and index performance) but encrypted when retrieved by the Ecto type. The application only sees encrypted values while the database maintains optimal performance.
To use masked IDs:
	Set option mask: true
	Initialize NoNoncense with option base_key: <some 32-byte secret binary>
	Works with nonce types :counter and :sortable (there's no point in masking an encrypted nonce)

Benefits: Masked IDs have the database performance of plaintext IDs, but the application sees encrypted values. cast/2 transparently decrypts its input, so ORDER BY id queries and keyset pagination work correctly — API consumers pass masked IDs and they route to the right database rows without any manual decryption. No database migration is needed for existing IDs.
Trade-offs: Database and application IDs look completely different (operational friction with SQL/BI tools), slight performance cost for encryption/decryption on every read/write, ordering info can leak into the application when using ORDER BY id queries.
Configuration
Options
The Ecto type takes the following optional parameters:
	:no_noncense name of the NoNoncense instance used to generate new IDs (default Once)
	:ex_format what an ID looks like in Elixir, one of format/0 (default :url64). Be sure to read the caveats.
	:db_format what an ID looks like in your database, one of format/0 (default :signed)
	:nonce_type how the nonce is generated, one of nonce_type/0 (default :counter)
	:mask use encrypted IDs in Elixir; encrypt on load, decrypt on dump (default false)
	:prefix a string prefix to prepend to IDs, for example "usr_" or "prod_" (default nil)
	:persist_prefix whether to store the prefix in the database; requires a binary :db_format (default false)

Format Caveats
Some caveats apply to the :ex_format option.
Don't use raw integers with JS clients
Encode :signed and :unsigned as numeric strings (e.g. "123").
While JSON does not impose a precision limit on numbers, JavaScript can only represent integers up to 2^53. Once IDs encoded as integers are larger than that within 24 days of the epoch passed to NoNoncense.
Using an integer format as :ex_format disables binary parsing, and using a binary format disables numeric string parsing
When :ex_format is set to an integer format (:signed or :unsigned), parsing numeric strings ("123") will be supported but casting and dumping hex-encoded, url64-encoded, hex32-encoded and raw binaries will be disabled.
When :ex_format is set to a binary format (:hex, :hex32, :url64 or :raw), those binary formats will be supported but parsing numeric strings will be disabled.
Similarly, to_format/3 only parses numeric strings as integers with option parse_int: true.
That's because we can't disambiguate some binaries that are valid hex, hex32, url64 and raw binaries and also valid numeric strings. An example is "12345678901":
# interpret as numeric string, format as signed int
iex> {:ok, 12345678901}          = Once.to_format("12345678901", :signed, parse_int: true)

# interpret as url64-encoded binary, format as signed int
iex> {:ok, -2923406909136636083} = Once.to_format("12345678901", :signed)
The :ex_format setting and :parse_int option resolve this ambiguity, at the cost of some flexibility.
Sorting Considerations
Use format :unsigned, :hex, :hex32 or :raw to sort IDs chronologically
If you want to sort IDs chronologically, avoid using :url64. Signed integers (:signed) can be used in the first ~70 years after epoch. Only :sortable IDs can be meaningfully sorted.
The various formats have different sorting behaviors for the same underlying value, which becomes particularly problematic with values equivalent to negative integers:
# unsigned ints (0, max-signed, max-unsigned a.k.a. -1)
iex> unsigned = [0, 9223372036854775807, 18446744073709551615]
iex> ^unsigned = Enum.sort_by(unsigned, &Once.to_format!(&1, :hex))
iex> ^unsigned = Enum.sort_by(unsigned, &Once.to_format!(&1, :hex32))
iex> ^unsigned = Enum.sort_by(unsigned, &Once.to_format!(&1, :raw))
iex> Enum.sort_by(unsigned, &Once.to_format!(&1, :signed))
[18446744073709551615, 0, 9223372036854775807]                  # [max-unsigned, 0, max-signed]
iex> Enum.sort_by(unsigned, &Once.to_format!(&1, :url64))
[0, 18446744073709551615, 9223372036854775807]                  # [0, max-unsigned, max-signed]
IDs with nonce_type: :encrypted or :counter can't be meaningfully sorted. Encrypted IDs are effectively random, and counter IDs generated on different machines can interleave unpredictably when sorted.
Masked IDs can be meaningfully sorted in a database because they are stored in plaintext, so ORDER BY id works as usual. In Elixir they are encrypted, which randomizes their sort order.
Sorting in your database / ORDER BY id queries
	PostgreSQL: Only supports signed integers. Using "ORDER BY id" will work fine until you reach negative numbers (same as :signed in Elixir). The easiest way to deal with this is to ignore the problem and assume that a) your app will not reach that age or b) Postgres will support unsigned ints at some point in the next 70 years. Alternatively, use db_format: :hex or :hex32. These are fixed-length, human-readable formats that sort correctly throughout the range, at the cost of storage space.
	MySQL: Supports unsigned bigint, so :unsigned format works perfectly for sorting.

Ecto Schema Integration
The recommended approach is to define a base schema module that centralises your Once configuration. This way you only need to change Once options in one place:
defmodule MyApp.Schema do
  defmacro __using__(_) do
    quote do
      use Ecto.Schema

      @once_opts [ex_format: :hex32]
      @primary_key {:id, Once, [autogenerate: true] ++ @once_opts}
      @foreign_key_type Once
    end
  end
end
Note that @foreign_key_type sets the type module but not the params (format, prefix, etc.), so @once_opts must also be passed to each belongs_to. You can merge in field-specific overrides with ++:
defmodule MyApp.Transaction do
  use MyApp.Schema

  schema "transactions" do
    belongs_to :user, MyApp.User, @once_opts
    belongs_to :other, MyApp.User, @once_opts ++ [on_replace: :nilify]
  end
end

      


      
        Summary


  
    Types
  


    
      
        format()

      


        These are the formats in which an ID can be rendered.
All are equivalent and can be transformed to one another using to_format/3.
The examples represent the same underlying value.



    


    
      
        init_opt()

      


        Options to initialize Once.



    


    
      
        nonce_type()

      


        The way in which the underlying 64-bits nonce is generated.



    


    
      
        to_format_opt()

      


        Options for to_format/3



    





  
    Functions
  


    
      
        to_format(value, format, opts \\ [])

      


        Transform the different forms that a Once can take to one another.
The formats can be found in format/0.



    


    
      
        to_format!(value, format, opts \\ [])

      


        Same as to_format/3 but raises on error.
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          @type format() :: :url64 | :raw | :signed | :unsigned | :hex | :hex32


      


These are the formats in which an ID can be rendered.
All are equivalent and can be transformed to one another using to_format/3.
The examples represent the same underlying value.
	:url64 a url64-encoded string of 11 characters, for example "zAjhfZyAAAE"
	:hex a hex-encoded string of 16 characters, for example "cc08e17d9c800001"
	:raw a binary of 8 bytes, for example <<204, 8, 225, 125, 156, 128, 0, 1>>
	:signed a signed 64-bits integer between -(2^63) and 2^63-1, for example -3744495160545771519
	:unsigned an unsigned 64-bits integer between 0 and 2^64-1, for example 14702248913163780097
	:hex32 an extended-hex string of 13 characters, for example "pg4e2vcsg0002"
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          @type init_opt() ::
  {:no_noncense, module()}
  | {:ex_format, format()}
  | {:db_format, format()}
  | {:nonce_type, nonce_type()}
  | {:mask, boolean()}
  | {:prefix, binary() | nil}
  | {:persist_prefix, boolean()}


      


Options to initialize Once.
	:no_noncense name of the NoNoncense instance used to generate new IDs (default Once)
	:ex_format what an ID looks like in Elixir, one of format/0 (default :url64). Be sure to read the caveats.
	:db_format what an ID looks like in your database, one of format/0 (default :signed)
	:nonce_type how the nonce is generated, one of nonce_type/0 (default :counter)
	:mask use encrypted IDs in Elixir; encrypt on load, decrypt on dump (default false)
	:prefix a string prefix to prepend to IDs, for example "usr_" or "prod_" (default nil)
	:persist_prefix whether to store the prefix in the database; requires a binary :db_format (default false)
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          @type nonce_type() :: :counter | :encrypted | :sortable


      


The way in which the underlying 64-bits nonce is generated.
See NoNoncense for details.
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          @type to_format_opt() :: {:parse_int, boolean()} | {:prefix, binary()}


      


Options for to_format/3
	:parse_int parse numeric strings like "123". Will give unexpected results with all-int hex/url64 inputs.
	:prefix format prefixed IDs (e.g. "usr_Ad6RZCrAAAM") as another prefixed format (e.g. "usr_01de91642ac00004")


  


        

      

      
        Functions


        


    

  
    
      
    
    
      to_format(value, format, opts \\ [])



        
          
        

    

  


  

      

          @spec to_format(binary() | integer(), format(), [to_format_opt()]) ::
  {:ok, binary() | integer()} | :error


      


Transform the different forms that a Once can take to one another.
The formats can be found in format/0.
Options
	:parse_int parse numeric strings like "123". Will give unexpected results with all-int hex/url64 inputs.
	:prefix format prefixed IDs (e.g. "usr_Ad6RZCrAAAM") as another prefixed format (e.g. "usr_01de91642ac00004")

Examples
iex> id = 18446744073709551615
iex> {:ok, "__________8" = id}                              = Once.to_format(id, :url64)
iex> {:ok, <<255, 255, 255, 255, 255, 255, 255, 255>> = id} = Once.to_format(id, :raw)
iex> {:ok, -1 = id}                                         = Once.to_format(id, :signed)
iex> {:ok, "ffffffffffffffff" = id}                         = Once.to_format(id, :hex)
iex> {:ok, "vvvvvvvvvvvvu" = id}                            = Once.to_format(id, :hex32)
iex> {:ok, 18446744073709551615}                            = Once.to_format(id, :unsigned)

# numeric strings are supported using :parse_int
iex> Once.to_format("-2301195303365014983", :unsigned, parse_int: true)
{:ok, 16145548770344536633}
iex> Once.to_format("16145548770344536633", :hex, parse_int: true)
{:ok, "e010831058218a39"}

# prefixed IDs are supported using :prefix
# note that integer formats are rendered as numeric strings so require :parse_int
iex> id = "prfx_18446744073709551615"
iex> {:ok, "prfx___________8" = id}                    = Once.to_format(id, :url64, prefix: "prfx_", parse_int: true)
iex> {:ok, <<"prfx_", 18446744073709551615::64>> = id} = Once.to_format(id, :raw, prefix: "prfx_")
iex> {:ok, "prfx_-1" = id}                             = Once.to_format(id, :signed, prefix: "prfx_")
iex> {:ok, "prfx_ffffffffffffffff" = id}               = Once.to_format(id, :hex, prefix: "prfx_", parse_int: true)
iex> {:ok, "prfx_vvvvvvvvvvvvu" = id}                  = Once.to_format(id, :hex32, prefix: "prfx_")
iex> {:ok, "prfx_18446744073709551615"}                = Once.to_format(id, :unsigned, prefix: "prfx_")

  



    

  
    
      
    
    
      to_format!(value, format, opts \\ [])



        
          
        

    

  


  

      

          @spec to_format!(binary() | integer(), format(), [to_format_opt()]) ::
  binary() | integer()


      


Same as to_format/3 but raises on error.
iex> -200
...> |> Once.to_format!(:url64)
...> |> Once.to_format!(:raw)
...> |> Once.to_format!(:hex32)
...> |> Once.to_format!(:unsigned)
...> |> Once.to_format!(:hex)
...> |> Once.to_format!(:signed)
-200

iex> Once.to_format!(Integer.pow(2, 64), :unsigned)
** (ArgumentError) value could not be parsed: 18446744073709551616

iex> "usr_AAAAAAAAAAA"
...> |> Once.to_format!(:unsigned, prefix: "usr_")
...> |> Once.to_format!(:hex, prefix: "usr_", parse_int: true)
...> |> Once.to_format!(:signed, prefix: "usr_")
...> |> Once.to_format!(:raw, prefix: "usr_", parse_int: true)
...> |> Once.to_format!(:hex32, prefix: "usr_")
...> |> Once.to_format!(:url64, prefix: "usr_")
"usr_AAAAAAAAAAA"

  


        

      


  

    
Once.Prefixed 
    



      
DEPRECATED! Use Once directly
This module exists for backward compatibility. New code should use Once directly with the :prefix option instead. All functionality is identical.
A wrapper for Once that adds a prefix to IDs. This module is soft-deprecated in favor of using Once with the :prefix option.
For complete documentation on prefixed IDs, including prefix persistence, format conversion, and examples, see the Prefixed IDs section in the Once module documentation.
Usage
Recommended approach - use Once directly:
schema "users" do
  field :id, Once, prefix: "usr_", autogenerate: true
  field :external_id, Once, prefix: "usr_"
end
Legacy approach (for backward compatibility only):
schema "users" do
  field :id, Prefixed, prefix: "usr_", autogenerate: true
  field :external_id, Prefixed, prefix: "usr_"
end

      


      
        Summary


  
    Functions
  


    
      
        to_format(value, prefix, format, opts \\ [])

          deprecated

      


        Transform a prefixed ID between different formats while preserving the prefix.



    


    
      
        to_format!(value, prefix, format, opts \\ [])

          deprecated

      


        Same as to_format/4 but raises on error.



    





      


      
        Functions


        


    

  
    
      
    
    
      to_format(value, prefix, format, opts \\ [])



        
          
        

    

  


    
      This function is deprecated. Use Once.to_format/3 with option :prefix instead.
    


  

      

          @spec to_format(binary(), binary(), Once.format(), [Once.to_format_opt()]) ::
  {:ok, binary()} | :error


      


Transform a prefixed ID between different formats while preserving the prefix.
This works like Once.to_format/3 but handles the prefix automatically. The prefix must match the second argument.
Note that this function does not return integers when converting to :signed or :unsigned, but only numeric strings like "prfx_123".
Options
	:parse_int parse numeric strings like "123". Will give unexpected results with all-int hex/url64 inputs.
	:prefix format prefixed IDs (e.g. "usr_Ad6RZCrAAAM") as another prefixed format (e.g. "usr_01de91642ac00004")

Examples
iex> id = "prfx_18446744073709551615"
iex> {:ok, "prfx___________8" = id}                    = Prefixed.to_format(id, "prfx_", :url64, parse_int: true)
iex> {:ok, <<"prfx_", 18446744073709551615::64>> = id} = Prefixed.to_format(id, "prfx_", :raw)
iex> {:ok, "prfx_-1" = id}                             = Prefixed.to_format(id, "prfx_", :signed)
iex> {:ok, "prfx_ffffffffffffffff" = id}               = Prefixed.to_format(id, "prfx_", :hex, parse_int: true)
iex> {:ok, "prfx_vvvvvvvvvvvvu" = id}                  = Prefixed.to_format(id, "prfx_", :hex32)
iex> {:ok, "prfx_18446744073709551615"}                = Prefixed.to_format(id, "prfx_", :unsigned)

iex> Prefixed.to_format("wrong_AAAAAAAAAAA", "usr_", :unsigned)
:error
iex> Prefixed.to_format("AAAAAAAAAAA", "usr_", :unsigned)
:error

  



    

  
    
      
    
    
      to_format!(value, prefix, format, opts \\ [])



        
          
        

    

  


    
      This function is deprecated. Use Once.to_format!/3 with option :prefix instead.
    


  

      

          @spec to_format!(binary(), binary(), Once.format(), [Once.to_format_opt()]) ::
  binary()


      


Same as to_format/4 but raises on error.
Examples
iex> "usr_AAAAAAAAAAA"
...> |> Prefixed.to_format!("usr_", :unsigned)
...> |> Prefixed.to_format!("usr_", :hex, parse_int: true)
...> |> Prefixed.to_format!("usr_", :signed)
...> |> Prefixed.to_format!("usr_", :raw, parse_int: true)
...> |> Prefixed.to_format!("usr_", :hex32)
...> |> Prefixed.to_format!("usr_", :url64)
"usr_AAAAAAAAAAA"

iex> Prefixed.to_format!("usr_AAAAAAAAAAA", "wrong_", :signed)
** (ArgumentError) value could not be parsed: "usr_AAAAAAAAAAA"

iex> Prefixed.to_format!("AAAAAAAAAAA", "usr_", :signed)
** (ArgumentError) value could not be parsed: "AAAAAAAAAAA"
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